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Abstract

I examine the informational efficiency of prices in low-volume speculative
markets under a variety of conditions involving price manipulation. I con-
struct a market microstructure model based on the one-period batch-clearing
framework of Kyle (1985), probabilistically incorporating a manipulator
with preferences over the deviation of an asset price from a privately-known
target as well as N profit-maximizing risk-averse traders each receiving a
noisy signal of the asset value. I find that the price error is normally dis-
tributed with mean zero. For a variety of plausible parameter values, I find
that 1) the informed traders bid more aggressively in the presence of manip-
ulation despite the increased risk penalty, 2) the variance of the price error
is monotonically increasing in the level of risk aversion and the degree of
manipulation, 3) the effectiveness of manipulation is highly sensitive to the
size of the market, 4) the introduction of informed traders into the market
is subject to a period of increasing returns followed by a period of decreas-
ing returns, and 5) prices aggregate traders’ private information even in the
presence of a high degree of manipulation when the market is sufficiently
thick.
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Chapter 1

Introduction

1.1 Prediction Markets

“Prediction markets”, also known as “information markets” or “idea fu-

tures”, are low-volume speculative markets where traders exchange contracts

whose future payoffs depend upon the outcome of one or more uncertain

events. Each contract is designed so that its payoff has a known, determin-

istic relationship with the outcome of the uncertain event contracted upon;

when there is no uncertainly about trader solvency, the market price of a

contract should depend only on traders’ beliefs about the relative likelihood

of the possible outcomes. By trading these securities, market participants

push the price of each contract toward an equilibrium value that should re-

flect a consensus of all of the market participants on the correct value. From

this value and the payoff structure of the contract, one can infer the market

1



1.2. Real World Performance 2

estimate of the probability1 of each outcome contracted upon.2 Thus, the

market price for a contract whose payoff depends upon the outcome of an

event E aggregates the combined beliefs of all market participants regard-

ing the likelihood of each possible outcome of E; in other words, this price

should be a sufficient statistic for traders’ beliefs about E.3 Unlike tradi-

tional financial markets, prediction markets are employed exclusively for the

purpose of quickly aggregating information.

1.2 Real World Performance

Financial markets in developed nations tend to be efficient. In large, highly

liquid financial markets it is difficult to find information not already com-

pounded into prices (Malkiel 2005). Because agents incorporate their expec-

tations about future prices into their trading decisions, current market prices

aggregate traders’ beliefs about future prices and, implicitly, about future

events that may affect those prices. This results in the uncanny ability of

financial market prices to predict future events, relative to other forecast-

ing methods. For instance, prices in orange juice futures markets improve

on National Weather Service temperature forecasts for central Florida (Roll

1984). Financial markets singled out the firm responsible for the Challenger

accident before the day ended, and months before the same verdict was

reached by investigators (Maloney and Mulherin 2003). Prices in highly liq-

uid financial markets are extremely responsive to new information as well.
1“Probability” is used here in the subjective sense as describing degrees of belief.
2Under certain conditions, see section 2.2.2.
3See the glossary following chapter 5 for definitions of technical/economic terminology.
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Prices usually incorporate new information seconds after it becomes public.

It was largely the remarkable success of traditional financial markets in

quickly aggregating information that spurred the initial development of pre-

diction markets. It remains to be seen to what extent the efficiency charac-

teristics of large, liquid financial markets designed for capital allocation and

hedging can be replicated in small, relatively illiquid markets designed specif-

ically for information aggregation. The evidence so far is encouraging. The

Iowa Electronic Markets (IEM) have consistently beaten polls in forecasting

the outcome of US presidential elections (Berg et al. 2008). The Hollywood

Stock Exchange, an online prediction market operated by Cantor Fitzgerald,

has generated accurate predictions of box office numbers as well as Oscar

winners (Wolfers and Zitzewitz 2004). Siemens Austria implemented an ex-

perimental market to predict whether or not a software development project

would be completed on schedule and, if not, how long it would be delayed.

The market smoothly and successfully incorporated dispersed information

long before official announcements, accurately predicting a two week delay

in project completion (three months before the deadline) (Ortner 1998). In-

ternal prediction markets implemented by Hewlett-Packard Corporation to

forecast product sales beat the company’s official forecasts six out of eight

times, despite a very thin market and the availability of the final market

prices to those setting the official forecasts. Additionally, the actual sales

outcomes were consistent with the probability distributions generated by

the markets (Chen and Plott 2002).
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1.3 Microstructure of Typical Prediction Markets

Most existing prediction markets are either large-scale markets open to the

general public, or small-scale markets operating within firms in which only

employees can participate. Most large-scale markets are continuous double

auctions in which traders post buy and sell orders that are continuously

matched according to order precedence rules based on order submission time

and price. Real-money markets tend to limit the amount one can invest;

for example, the IEM has a $500 cap on trader investment. Short-selling is

typically prohibited, limiting the ability of traders to push prices downward.

Since “prediction market” is an umbrella term describing a number of

highly related types of markets, it is necessary to establish more precise

definitions.4 Prediction markets are characterized by

1. the types of contracts offered,

2. their purpose (e.g., entertainment, decision support, and so on),

3. the expressiveness of the betting language, and

4. the trading mechanism.

The most common types of contracts found in prediction markets are:

• Winner-take-all: Contract pays $X if and only if event Y occurs. X

typically equals $1;5 when it does, the price of the contract can be
4While prediction markets share many similarities with traditional financial markets,

there are important differences. For example, unlike the stocks traded in traditional
financial markets, prediction market contracts have a “true” value that does not depend
upon trader’s expectations. In other words, prediction market prices are not subject to
the Keynesian “beauty contest” phenomenon.

5See for instance, Intrade.com and the IEM.
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(roughly) interpreted as an estimated probability that event Y occurs.

• Index: Contract pays $Y , where Y is the value of some discrete or

continuous variable of interest. The price for this contract can be

interpreted as E[Y ].6

• Conditional: Can be any of the above, but is only binding when an

event Z also occurs. For example, a winner-take-all contract condi-

tional on Z would pay $X if and only if Y occurs, conditional on Z

also occurring. If Z does not occur, the contract is null and payments

for it are refunded. Prices for conditional contracts convey information

about how the state of Z affects the probability of Y .

Interlude: Decision Markets

When prediction markets are explicitly used to inform decision making,

they are called decision markets. Decision markets often make extensive use

of conditional contracts, where the variables of interest are conditioned on

decision options. The advantage of this is that the distributions generated

by the market can provide insight into how different courses of action may

affect the value of related variables. Consider the following example: Traders

can trade two contracts, A=“Product X sells 100,000+ units in quarter

4, conditional on feature Y being added to Product X in quarter 4” and

B=“Product X sells 100,000+ units in quarter 4, conditional on feature Y

not being added to Product X in quarter 4”. From the relative prices of

A and B the decision maker can determine how the market believes adding
6When traders are risk neutral; see section 2.2.2 for details.
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feature Y will affect sales of product X. Typically, those who wish to use a

market to improve decision making will be the ones who establish (and, if

necessary, subsidize) the market.7

The betting language of a prediction market determines the form bets

over contracts may take. A (fully) combinatorial prediction market allows

traders to make bets on all logical variable value combinations (Hanson

2003a). Combinatorial prediction markets aggregate beliefs over variable

interactions into a complete set of joint probability distributions over all

variables. A fully combinatorial prediction market seems like the obvious

choice for most situations; however, the state space is exponential in the

number of variables, so computational limitations make fully combinatorial

markets impossible when the number of variables is large (Chen et al. 2008).

For example, just 5 binary variables results in 225
= 4, 294, 967, 296 possible

contracts when every possible logical bet is allowed.

To address this problem, a number of restricted betting languages have

been developed. These include subset and pair betting as well as combi-

natorial methods for tournaments based on Bayesian networks (Chen et al.

2007, 2008). At this point, no highly expressive and generally tractable (i.e.,

polynomial-time updating) language has been found.

Traditional financial markets, like the New York Stock Exchange, con-

duct most trading through a continuous double auction mechanism where

potential buyers and sellers asynchronously submit orders which are then
7I will refer to them as the “market patron” when necessary. While I am most interested

in addressing manipulation in decision markets, I will frequently use the term prediction
market when speaking more generally.
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matched according to pre-set price and order precedence rules. This auc-

tion framework was adopted by the first prediction markets, including the

Iowa Electronic Markets. However, if this type of market is to remain suffi-

ciently liquid, there must be many more traders than contracts; otherwise,

orders will rarely be matched and traders will lose interest. Unfortunately,

most prediction markets have few traders and many contracts.8

To address this problem, Hanson (2003a) constructs a “market scoring

rule”, a generalization of traditional scoring rules that essentially becomes

an automated market maker whose potential losses can be bounded (Chen

and Pennock 2007). The logarithmic version of the market scoring rule has

many desirable theoretical properties, has performed well experimentally

(see section 2.3.1), and is becoming quite popular (Chen et al. 2008, Hanson

2003a, 2007a).

1.4 Potential Applications of Decision Markets

Prediction markets are a worthwhile subject of inquiry because of their ap-

parent real-world success and the vast space of potential applications. The

shortcomings of standard decision making procedures and the inability of

organizations to capture and utilize the information possessed by their mem-

bers is well known. Group discussions can amplify the cognitive errors of

members; groupthink can cause committees to reach an obviously incorrect

consensus; committees can fail to aggregate information by focusing heavily

on common knowledge; subordinates may have incentives to hide valuable
8This is especially true of intraorganizational markets.
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information from their employers (Hahn and Tetlock 2006). Prediction mar-

kets may ameliorate some of these failures, making them an invaluable tool

to any organization, public or private.

Many possible applications for decision markets have been proposed in

the literature. Decision markets could be designed to estimate the likely ef-

fects of US foreign policy changes on geopolitical trends in unstable regions.9

Berg and Rietz (2003) suggest that, had the Republican party consulted the

conditional contracts traded on the Iowa Electronic Markets, they could

have predicted that Dole would be a weak candidate against Clinton in the

1996 US presidential election. Gaspoz and Pigneur (2008) suggests that

prediction markets could be valuable aids in managing R&D portfolios. De-

cision markets could be used to identify (and fire) underperforming CEOs

(Hanson 2006). Hanson (2003b) goes so far as to suggest that decision mar-

kets could function as a form of government (which he dubs “futarchy”),

directly setting public policy at the local, state, and national level.

1.5 Manipulation

If information generated by a prediction market is used to inform decision

making, those who have a stake in the decision being made may attempt

to manipulate prices in the market away from their informationally efficient

values so as to influence the decision making process. This concern is espe-

cially relevant for decision markets, where the role of prices in the decision
9See Hanson (2007b) for a discussion of Policy Analysis Market, a prediction market

developed within the Defense Advanced Research Projects Agency for just this purpose.
The project was canceled in November 2003 amidst a media firestorm, shortly before the
market would have opened.
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making process is made explicit. If effective, this type of manipulation could

significantly reduce the value of decision markets, especially in high-stakes

environments, where such markets might be most useful.

1.5.1 An Illustrative Example

A pharmaceutical company is attempting to develop a new drug X. Alice

is the lead scientist in charge of the development of drug X. There is a

great deal of uncertainty regarding the likelihood of the project’s success,

and internal discussions have failed to yield a consensus about whether or

not the drug will be ready for clinical trials within a reasonable time frame.

The drug development process is expensive, and it is only profitable for the

company to continue the project if there is at least a probability p of success

by date d.

To estimate this probability, the company decides to implement a deci-

sion market, allowing employees to trade contracts whose terminal payoff is

$1 if drug X is ready for clinical trials by date d and $0 otherwise, with a

distinct contract for each chosen d. The company intends to use the predic-

tion market prices, as well as other information, to estimate p for each d;

this estimate, along with known costs and projected profits, will inform the

company’s decision to continue or scrap the project.

Alice is not firmly confident that the project will succeed. Unfortunately

for her, Alice is a specialist in the methods particular to the development of

this specific drug. If the project is canceled, Alice believes she will be fired.

To prevent this outcome, she decides to buy aggressively in an attempt to

inflate the decision market prices above the level that her beliefs suggest is
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justified.

1.5.2 Manipulation in Theory and Practice

There are several distinct types of manipulative behavior in prediction mar-

kets (as well as financial markets in general). The behavior described in

the above example is referred to as “price manipulation” because its goal

is to force prices away from their informationally efficient values, and it is

achieved within the confines of the market. In the above example, the at-

tempted price manipulation is aimed at affecting a price-contingent decision.

An agent may also attempt to manipulate prices to mislead the market in

the short run in order to profit from a later price correction. While this is

also called price manipulation, it is not initiated to influence events outside

of the market and so it is distinct from the type of manipulation I focus on

here. There is also the possibility of outcome manipulation, where agents

take actions outside of the market that affect the outcome of an event con-

tracted upon.10

1.5.3 The Goal of This Thesis

Can Alice succeed in manipulating prices and saving her job? More pre-

cisely, under what conditions can Alice succeed? Existing models and ex-

periments aimed at understanding the conditions necessary for successful

manipulation have failed to incorporate a number of elements commonly

found in real world markets. For instance, most models assume that traders
10This topic is beyond the scope of this thesis, but see section 2.2.3 for a brief discussion

of the relevant literature.
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limit their order sizes only to dampen the price effect of their trade. This

is clearly unrealistic when traders are risk averse, since they will not take

large positions when the outcome is highly uncertain. Thus, in the presence

of risk aversion, it is conceivable that well-informed traders would be unable

to trade in sufficient volume to correct the effect of distortionary trades per-

petrated by a highly motivated price manipulator. This is a possibility that

must be addressed.

A key failure of virtually all models and experiments is a lack of uncer-

tainty about the presence of manipulators in the market. Since manipulators

trade against their information, their trades represent a profit opportunity

to informed traders when they can be detected. Thus, many of the results

showing robustness of prices to manipulation may be reversed if both the

presence and intended direction of manipulation is unknown.

I intend to utilize a market microstructure model that incorporates some

key features of typical decision markets to explore the effects of price ma-

nipulation on the accuracy of prices. I focus on a relatively small market

populated by risk-averse traders each possessing noisy information about

the value of the asset for which the market was constructed. I will consider

the situation where traders are uncertain about both the presence and in-

tentions of a manipulator: In the model, the manipulator is introduced into

the market with a fixed probability, and traders have only noisy information

about the manipulator’s target price.

There are two channels through which greater uncertainty regarding the

intentions of the manipulator can affect the accuracy of prices:
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• The manipulator serves as a liquidity trader so a greater variance in

her trades implies, ceteris paribus, a smaller price impact for trades

(i.e., a more liquid market) that may encourage informed traders to

trade more aggressively. This may lead to more accurate prices.

• Increasing the variance of the manipulator’s trade increases the vari-

ance of prices, which may cause risk-averse traders to bid less aggres-

sively, resulting in less efficient prices.

Thus, the model will allow me to analyze

1. how risk aversion limits the ability of informed traders to correct mis-

pricing due to a manipulator,

2. the relative importance of market size versus level of trader risk aver-

sion in determining the ability of the market to maintain efficient prices

in the presence of manipulation, and

3. for a variety of parameter values and their resulting equilibrium, the

value of market prices as aggregators of information.

1.6 Outline of the Thesis

In chapter 2, I review the relevant literature on financial economics, market

microstruture theory, and prediction markets. I consider both the theoretical

work on prediction market efficiency as well as numerous empirical and

experimental studies. In chapter 3, I develop the model that forms the core

of the thesis and derive the optimal strategies for the market participants.
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In chapter 4, I derive comparative statics for the equilibrium strategies and

explore the general properties of the strategies through numerical examples.



Chapter 2

Literature Review

Before moving on to the construction of the model, I review the previous

contributions to the literature upon which my current work is based. In

section 2.1, I discuss the foundational work on the efficiency properties of

financial markets as well as some specific market microstructure models

that I intend to build upon. In section 2.2, I review some of the theoretical

models that have been developed to address concerns about the efficiency

of prediction markets in particular. In section 2.3, I discuss a variety of

studies aimed at testing the prediction market concept both experimentally

and in real-world settings. The patterns and behaviors observed in some

of these actual markets motivate the specific design features I incorporated

into the model developed in the next chapter, so they illustrate the context

and relevance of the model.

14
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2.1 Financial Markets: Theory

2.1.1 Information Aggregation in Financial Markets

The idea that market prices effectively aggregate, summarize, and transmit

the information held by market participants was advanced most prominently

by Hayek (1945) in the context of the debate surrounding the feasibility of

an organized economy in a socialist state (i.e., the possibility of calculating

prices in the absence of markets). Hayek argued that the major obstacle

to central planning was a lack of information about the (constantly chang-

ing) local circumstances surrounding each economic activity. In market

economies, participants only have detailed knowledge of their immediate

surroundings, but relevant information (about relative scarcity and value)

that is dispersed throughout the economy is summarized and communicated

to them by market prices for all goods and services. Thus,

[the] whole acts as one market, not because any of its members

survey the whole field, but because their limited individual fields

of vision sufficiently overlap so that through many intermediaries

the relevant information is communicated to all. The mere fact

that there is one price for any commodity – or rather that lo-

cal prices are connected in a manner determined by the cost of

transport, etc. – brings about the solution which (it is just con-

ceptually possible) might have been arrived at by one single mind

possessing all the information which is in fact dispersed among

all the people involved in the process. (Hayek 1945, pg. 526)
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This insight has been extended to financial markets. Grossman and

Stiglitz (1976) analyze two simple models of information revelation and ag-

gregation in a market setting. In the first model, there are two homogeneous

classes of traders, the informed and the uninformed, where the informed are

those who have expended costly effort to acquire a signal of the value of a

risky asset. They find an interior solution for the proportion of traders who

choose to gather information, and they show that prices will reveal some,

but not all, of the informed traders’ information. In the second model, they

consider a spot market and a futures market for a particular commodity,

populated by a group of heterogeneously informed traders. They find that

the equilibrium spot market price perfectly aggregates traders’ information,

but they raise the possibility that this may lead to a market breakdown in

a preliminary discussion of what would become known as the Grossman-

Stiglitz paradox (discussed below).

In the modern finance literature, prices are said to be informationally ef-

ficient if they fully and correctly reflect all relevant information. Economists

distinguish between three forms of informational efficiency. If the price re-

flects only the history of prices and returns, it is said to be weakly efficient.

If the price reflects only publicly available information, it is said to be semi-

strongly efficient. If the price reflects all publicly known and privately held

information, it is said to be strongly efficient (Brunnermeier 2001).

Grossman (1976) generalizes Grossman and Stiglitz (1976) by allowing

different informed traders to have different “pieces” of information about

the realized value of a risky asset. More precisely, there are N informed

traders each receiving a noisy signal yi of the true value v, where yi =
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v + εi with εi ∼ N
(
0, σ2

)
for all i. He finds that the equilibrium price

p effectively aggregates all of the informed traders’ information, and is a

sufficient statistic for v (i.e., E [v | p, y1, . . . , yn] = E [v | p].

The idea that prices may reveal “too much” information, so that traders

have no incentive to collect information in the first place, was formalized

in Grossman and Stiglitz (1980). They show that a competitive equilib-

rium is impossible when 1) information is cheap and there is no noise; or

2) information is perfect. In either of these cases, the presence of informed

traders would result in strongly efficient prices, which is not an equilibrium

situation. Equilibrium is only possible when prices fail to reveal fully all

of the available information. This is known as the Grossman-Stiglitz para-

dox, and it is typically resolved in market microstructure models by the

inclusion of an exogenous random liquidity trade. This is analogous to the

situation in real-world financial markets where many trades are conducted

for non-information reasons, i.e., hedging, investment, gambling, and so on.

A related result ties a market breakdown to the individual rationality

of the participating traders. Milgrom and Stokey (1982) model a market

populated by risk-averse traders with concordant beliefs who each receive

a (different) private signal of the value of a risky asset. Starting from a

Pareto-optimal allocation,1 they show that, when traders have rational ex-

pectations and this fact is common knowledge, none of them will be willing

to trade. This can be explained intuitively as follows: If a trader is willing to

accept a trade, that willingness reveals something about the trader’s private

information. This is essentially a market breakdown due to extreme adverse
1In other words, agents have no exogenous (non-speculative) motive to trade.
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selection. The presence of liquidity traders ameliorates this problem.

2.1.2 Market Microstructure Models

Until the 1980s, most theoretical work on financial markets ignored the

mechanisms through which trades actually occurred. The interaction of

traders and the price formation process were either ignored or dealt with in

a highly abstract way; traders’ actions did not affect the behavior of other

traders and prices were set by a Walrasian auctioneer. This approach was

fruitful, but eventually it became clear that certain problems, such as the

bid-ask spread, certain intra-day volatility patterns, and the manipulation

of stock prices, could not be dealt with in this framework. This led to the

development of models that made the trading mechanism explicit, and these

came to be known as “market microstructure” models.

Kyle (1985) was the first to analyze the strategic behavior of informed

traders in a market microstructure model. He developed a static framework

where a risk-neutral informed trader (who knows the final value of a risky as-

set with certainty) and a group of risk-neutral uninformed liquidity traders

both submit orders to a competitive, risk-neutral market maker. The in-

formed trader maximizes expected profits and the liquidity traders’ orders

are given by an exogenously determined random variable that is common

knowledge within the model. The market maker observes only the aggre-

gate order flow and sets a price equal to the expected value of the asset

conditioned on the particular order flow observed.2 Thus, the price will be
2Kyle notes that it is never optimal for the informed trader or the market maker to

implement a mixed strategy.
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semi-strongly efficient. In this static setting, Kyle proves the existence of

a rational expectations equilibrium where prices and quantities are linear

functions of observations. He shows that only half of the informed trader’s

information is revealed, and that price efficiency is unaffected by the variance

of liquidity trading.

Kyle extends this model to an N period sequential auction and derives

a unique linear equilibrium given by a system of difference equations. The

limit case (where trading is conducted continuously) is also derived and Kyle

shows that the unique equilibrium is preserved as a system of linear differ-

ential equations. In the continuous-time version of the model, Kyle shows

that the volatility of prices over time is constant, the informed trader’s in-

formation is incorporated into prices at a constant rate, and prices converge

to their strongly efficient values.

Due to their versatility and tractability, both the static and dynamic ver-

sions of Kyle’s model have become standard tools for analyzing the strategic

behavior of traders. Important shortcomings of the model include the exo-

geneity of information gathering and the lack of strategic behavior on the

part of uninformed traders. The basic model has been extended in numer-

ous directions, and the model I have constructed is based on the static Kyle

framework.

Subrahmanyam (1991) generalizes the static Kyle model by positing mul-

tiple informed traders and allowing them to be risk averse using the standard

negative exponential utility function. He finds that the equilibrium solution

of the market maker’s pricing problem is the root of a quintic polynomial,

and via a geometric argument he shows that a positive real solution must ex-
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ist; comparative statics are derived via the implicit function theorem.3 The

key result (as they relate to the model in chapter 3) is that price efficiency is

decreasing in the variance of liquidity trading and in the level of risk aversion

of the informed traders. This makes sense intuitively: the higher variance

of liquidity trading increases the variance of prices and hence increases the

riskiness of a given trade. This is a reversal of the results of Kyle (1985),

where greater liquidity trading had no effect on price efficiency.

2.2 Prediction Markets: Theory

2.2.1 Informational Efficiency

The theoretical literature on the allocative and informational efficiency of

traditional financial markets, along with its empirical support, initially lent

legitimacy to the concept of prediction markets. Research on the efficiency

of prediction markets in particular is still limited, however some founda-

tional work in extending traditional models to the peculiar characteristics

of prediction markets has taken place. This literature is reviewed here, with

particular emphasis on models that address informational efficiency and the

effects of manipulation.

Tetlock and Hahn (2007) analyze the situation where a prediction mar-

ket could provide valuable information to a decision maker. In a market

consisting of only informed, rational traders, the no-trade theorem of Mil-

grom and Stokey (1982) would apply. However, Tetlock and Hahn show
3It is noteworthy that such a seemingly simple generalization leads to a substantially

more complicated solution. This is a common theme in the market microstructure litera-
ture, and it is a problem that will be encountered in chapter 4.
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that a decision maker will provide liquidity to an illiquid market populated

entirely by rational informed traders if the liquidity subsidy necessary to

achieve a given level of price informativeness is less costly than the potential

gains in allocative efficiency resulting from the presence of an informative

price. In other words, the decision maker will accept losses in the market

to induce information acquisition by other traders. They show that this

liquidity subsidy always improves expected social welfare through enhanced

allocative efficiency; however, it will not induce the optimal level of informa-

tion acquisition by the other traders. These results are interesting because,

in addition to providing a rigorous justification for the existence of decision

markets, they show that decision markets can operate in the absence of liq-

uidity/noise traders; the market can function as long as there is a market

maker willing to operate at a loss (see section 3.3.1).

In a second model, Tetlock and Hahn add a decision stakeholder whose

payoff depends on the action taken by the decision maker after observing the

market price. This decision stakeholder should act as a price manipulator.

In this model, the trading population consists of a perfectly informed ratio-

nal trader, an uninformed manipulator, and a competitive market maker.

Note that a profit-seeking market maker can operate in this market due to

the existence of the manipulator, who can be viewed as a noise trader (i.e.,

a trader whose trades will be uncorrelated with the true value of the asset).

They find that the expected4 extent of manipulation has no effect on price

informativeness; this is unsurprising due to the presence of a perfectly in-

formed rational trader with unlimited trading resources. Thus, Tetlock and
4This refers to the expectations of the other traders.
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Hahn suggest that the presence of a manipulator should help the decision

maker by providing free liquidity. It is questionable whether or not this

result will hold when there is uncertainty about the existence of the manip-

ulator and informed traders have only noisy signals or are constrained in

their ability to respond due to risk aversion. These issues will be addressed

in chapter 3.

Ottaviani and Sørensen (2009) argue that heterogeneous priors should

be typical among traders in real-world prediction markets, since these mar-

kets are usually constructed to provide predictions about the outcomes of

non-recurring events. They model a prediction market over a binary out-

come event populated by risk-neutral traders with limited budgets and het-

erogeneous prior beliefs who receive a private signal. In the model, traders’

prior beliefs and the distribution of the signals are both common knowledge.

They find that the market underreacts to new information, resulting in a

favorite-longshot bias (i.e., contracts whose outcome is favored by the mar-

ket are underpriced while contracts whose outcome is considered a longshot

are overpriced).5

2.2.2 Interpreting Prediction Market Prices

Among most researchers and practitioners who deal with prediction markets,

it is commonly accepted that the prediction market prices for an all-or-

nothing contract that pays $1 if and only if a specific outcome occurs reflects

a market consensus on the probability of that specific outcome occurring.
5Their results are robust to a relaxation of the budget constraint as well as the intro-

duction of decreasing absolute risk aversion preferences.
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More generally, it is assumed that a market-estimated probability of an event

occurring can be inferred from the prices of contracts whose payoffs depend

upon the outcome of that event.

Manski (2006) highlights the absence of a firm theoretical grounding for

this practice and attempts to refute the notion that prices represent market-

estimated probabilities. He emphasizes that prediction market prices reflect

not just the beliefs of traders, but also their risk preferences and budget

constraints. He finds that prices do not equal the mean beliefs of traders

or convey information about the dispersion of trader beliefs. He suggests

that scoring rules and opinion pools (i.e., averages of scoring rule responses)

would be a more effective method of creating consensus predictions that

would not discard information about the dispersion of beliefs.6

In response to this critique of Manksi, Wolfers and Zitzewitz (2006) pro-

vide theoretical grounding for the interpretation of prediction market prices.

They find that when traders have log utility functions and budgets are un-

correlated with beliefs, market prices are equal to the mean of trader beliefs.

They further generalize the model to a variety of risk preferences and utility

functions, finding that prediction market prices diverge from the mean of

trader beliefs only slightly.7 They confirm and elaborate on some of Man-

ski’s findings, namely the dependence of price accuracy on trader utility

functions, risk preferences, budget constraints, and belief dispersion. They

find that the most significant deviations of price from mean beliefs occur at
6Note the experimental findings of Ledyard et al. (2009) that scoring rules/opinion

pools underperformed prediction markets when beliefs were widely dispersed.
7Interestingly, they find the most extreme divergence when adopting Manski’s model,

which he claimed represents a “best case” for efficient aggregation.
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very high and very low prices, perhaps reflecting the longshot bias observed

in many real-world betting markets. They interpret their results as “provid-

ing a microfoundation for the claim that prediction markets (approximately)

efficiently aggregate beliefs”(Wolfers and Zitzewitz 2006, pg. 2).

2.2.3 Manipulation and Strategic Behavior

Ottaviani and Sørensen (2007) describe the first formal model of outcome

manipulation, with specific reference to corporate prediction markets. They

define outcome manipulation to mean actions taken by traders to affect the

likelihood of the potential outcomes for which the market supports contracts.

They model a market supporting two Arrow-Debreu securities that cover a

binary event. Traders are risk averse and have heterogeneous priors as well

as private signals of value. To avoid the distortions caused by wealth effects,8

they consider only constant absolute risk aversion preferences (manifested

through the standard exponential utility function). In their model, every

trader is able to manipulate outcomes and this is common knowledge.

In the rational expectations equilibrium they analyze, prices are fully

revealing, every trader with a non-zero net position has an incentive to ma-

nipulate, and there is typically non-negligible aggregate manipulation (i.e.,

the upward manipulations of optimists and the downward manipulations of

pessimists rarely cancel each other out exactly)9

Hanson and Oprea (2009) present an elaborate model of price manipu-

lation in a small scale prediction market. Because I incorporate elements of
8See, for example, Ottaviani and Sørensen (2009).
9Note that costly manipulative actions whose net effect is zero are socially wasteful

(Tullock 1967).
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its structure into the model I construct in chapter 3, I provide a detailed

outline of their model here. Hanson and Oprea utilize a single-period Kyle

framework (see section 2.1.2) with a competitive, risk-neutral market maker

trading a single asset whose true value is drawn10 as v ∼ N (v̄, Sv). They as-

sume an exogenous liquidity trade l ∼ N (l̄, Sl) (their results hold if Sl = 0)

and T risk-neutral traders, labeled i = {1, 2, ...T}, who each gain a trading

profit

πi(xi) = xi(v − p)

where xi is the quantity of the asset purchased and p is the price. In addition,

there is a special trader whose trading profit is given by

π0(x0) = x0(v − p)− k(t− p)2

= x0(v − p)− k(v̄ − p)2 + wp− k̂

where w = 2k(t− v̄) and k̂ = k(t2− v̄2). This special trader’s payoff depends

(in quadratic fashion) on the extent to which the price deviates from a target

value t; thus, this trader has an incentive to manipulate price toward the

target value. The strength of the incentive to manipulate is given by k,

which is assumed to be common knowledge. The “bias” w (equivalently,

the target value t) is private information and the other traders know only

that it was drawn as w ∼ N (w̄, Sw). A subset of size N of the T traders

can become informed by acquiring a costly signal of the true value of the

asset. It is assumed that the manipulator is uninformed about the true asset
10The notation x ∼ N (x̄, Sx) refers to a normally distributed random variable x with

mean x̄ and variance Sx.
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value and cannot acquire a signal. To compute an equilibrium, each trader

is assumed to

1. privately choose the accuracy of their asset value signal,

2. observe their private information, and

3. choose a market order xi.

The market maker observes the total order quantity

y = l +
T∑
i=0

xi

and sets the market price p = E[v | y] + θ, where θ ∼ N (0, Sθ) describes

error in the price-setting process (their results hold when Sθ = 0).

They find that the difference between the asset’s price and its true value

(p − v) is distributed with mean 0 and a variance depending only on the

variance of the informed traders’ signals, the number of informed traders,

the variance of the asset value, and the variance of the price setting error.

Thus, on average, there is no bias in price and the manipulator can only

affect prices by affecting the informed traders choice of effort in acquiring

signals. Furthermore, changes in the mean bias w̄ have no effect on prices

while an increase in Sw lowers price error. They interpret this finding as

suggesting that traders will attempt to acquire more information and trade

more aggressively when they expect a stronger manipulation attempt; the

manipulator acts very much like a noise trader, and the resulting impact on

prices is minimized because informed traders increase the volume of their
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trades to take advantage of the profit opportunity presented by the manip-

ulator.

There are several assumptions in the model that fail to capture some of

the situations one would expect to see in a real-world prediction market. The

informed traders’ response to the behavior of the manipulator is limited only

by the depth of the market. However, if the informed traders were risk averse

or highly uncertain about the presence of the manipulator, their response

might be limited severely enough to allow significant manipulation.

2.3 Prediction Markets: Experimental and Em-

pirical Findings

2.3.1 Experimental Markets

Experimental markets provide an excellent setting for examining the infor-

mation aggregation properties of prediction markets. The lab setting gives

the researcher substantial control over the type of trading mechanism, the

information structure, and each trader’s payoff structure. Since the lab set-

ting allows the researcher to construct an asset, the researcher can fully

control the information that each individual trader receives about the asset.

Thus, the researcher knows exactly what information the market as a whole

possesses, allowing the calculation of the perfectly revealing rational expec-

tations equilibrium price, which can be used as a comparison benchmark.

Ledyard et al. (2009) describes a series of experiments performed in 2002-

2003 under the auspices of the Defense Advanced Research Projects Agency
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(in support of the FutureMAP Policy Analysis Market initiative) that aimed

to test the relative speed and accuracy of a variety of prediction markets and

some traditional information aggregation mechanisms. Six mechanisms were

tested: a simple prediction market (implemented as a continuous double

auction), two combinatorial prediction markets (one implemented through a

call market with batch clearing, the other with a logarithmic market scoring

rule given a uniform prior), a proper scoring rule (to which each individual

reported), and two opinion pools (one linear, one logarithmic). The results

indicated that, in a simple environment with three binary variables, the

market scoring rule significantly outperformed the other mechanisms, and

the double auction significantly underperformed the other mechanisms. In

a more complex environment with eight binary variables (28 = 256 possible

states), the market scoring rule and the two opinion pools were comparable

and all significantly outperformed the other mechanisms. Ledyard et al.

interpret these findings as suggesting that

1. non-combinatorial mechanisms are relatively ineffective when variables

are strongly related, and

2. opinion pools perform relatively well when information is evenly dis-

tributed.

The failure of the double auction mechanism is unsurprising given the size

of the state space relative to the size of the trader pool; the success of the

market scoring rule in light of this size disparity is especially interesting.

A key finding of this paper is that the market scoring rule aggregates in-

formation very quickly; on average, the market scoring rule achieved peak
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accuracy within five minutes and remained stable around that price for the

remaining ten minutes of the session.

Manipulation in Experimental Markets

Hanson et al. (2006) examine directly the effect manipulators have on in-

formational efficiency through a series of experiments conducted in 2003-

2004. The subjects traded contracts whose terminal payoff was drawn from

a (common knowledge) set of three possible values, with each value having

a probability 1
3 of being drawn. In each session, every subject received a

signal about the true value of the terminal payoff; each was told one of the

two possible values that the payoff would not take. Thus, the subjects as

a whole had enough information to identify the true asset value, but none

had enough information individually, and the subjects were not permitted to

communicate. In addition, a subset of the subjects in each group were given

a strong incentive to manipulate prices upward. The existence, strength,

and direction of the manipulation incentives were common knowledge.

The authors found that, while manipulators did persistently attempt

to distort prices upward, they consistently failed to reduce price accuracy

regardless of the actual state (compared to a control group with no ma-

nipulators). The results indicated that, when traders were aware of the

presence of manipulators, they realized the profit opportunity and actively

traded against them. The key weakness of this experiment is the extent

to which manipulation attempts are transparent. In the decision market

environment I am focusing on, it is possible that there will be substantial

uncertainty about the presence of manipulators in the market.
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Oprea et al. (2007) report on a series of experiments analyzing the ability

of manipulators to mislead market observers. In their experimental design,

subjects each receive a noisy signal about the terminal payoff of an asset

(the asset takes a value in the (common knowledge) set {0, 100}) and are

then allowed to trade their endowed stock of the asset in a standard dou-

ble auction framework. After trading ends, a group of uninformed subjects

(who observed the trading as well as the final market price) are asked to

forecast the asset value and are paid based on the accuracy of their fore-

cast. A baseline treatment (designed as described above) is compared to an

experimental treatment that is identical except that half of the traders re-

ceive additional compensation based on how close the forecasted value is to

a (privately known) target value. Thus, these traders have preferences over

the forecasts made by the uninformed observers, giving them an incentive to

manipulate prices so as to mislead the observers. While both the observers

and non-manipulating traders are aware of the presence of the manipulators,

the manipulators’ target price is unknown. This is a key difference between

this experiment and that of Hanson et al. (2006). In that study, traders

could anticipate the manipulators’ trades and take advantage of that knowl-

edge by refusing to accept high buy/sell offers (and the evidence shows that

they did). Here, however, traders had to combine their signals with observed

market behavior to form beliefs about the direction in which manipulators

were attempting to sway prices.

Oprea et al. find that traders with preferences over forecasts do attempt

to manipulate prices and, when their targeted value is high, they succeed in
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raising prices by a significant margin.11 However, they fail to manipulate

observer forecasts. The authors speculate that this may be due to “filtering”

by the observers, who in fact produce forecasts that are “superior to those

that would be made by simply interpreting prices as efficient probability

estimates” (Oprea et al. 2007, pg. 16). This suggests that judgment may

be a significant factor in interpreting and utilizing prediction market prices

for decisionmaking. While the market failed to completely correct for the

noise introduced by the manipulators, the efforts of traders combined with

the judgment of the market observers were able to maintain the accuracy

of the forecasts despite the fact that half of the traders were attempting to

distort them.

The experimental evidence indicates that markets can effectively coun-

teract the efforts of manipulators when traders are aware of their presence.

However, the experimental studies conducted thus far have failed to explore

the variety of ways in which traders may be uncertain about the presence

and characteristics of a manipulator.12 They have also failed to address

adequately the possibility that non-manipulators may be relatively more

constrained than manipulators in their ability to trade due to risk aversion.
11Attempts to lower price fail; it is likely that this is due to the design of the market

which, like many real world prediction markets, prohibits short selling, making prices less
flexible downward.

12A related drawback of this type of experiment is the forced imposition of a common
prior among the traders. By constructing a wholly artificial asset, the researcher en-
sures that none of the experimental subjects will have distinct prior information or beliefs
about the asset. This implies that models assuming heterogeneous priors cannot be tested
experimentally.
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2.3.2 Real-World Markets: Public-Access Markets

Much of the interest in prediction markets as a forecasting tool initially re-

sulted from the apparent successes of the Iowa Electronic Markets in predict-

ing the outcomes of presidential elections. Since I am, ultimately, interested

in the application of prediction markets to solving real forecasting problems,

it is worthwhile to consider in detail the performance of real world markets.

Camerer (1998) discusses an interesting field experiment that attempted

to manipulate prices in a pari-mutuel betting market for thoroughbred rac-

ing. By making large bets on randomly chosen horses (large enough to visi-

bly changes the odds), he attempted to mislead other traders into believing

that there was a trader in the market with valuable private information.13

Even though the bets were relatively large (on average 7% of the win pool),

there were no systematic responses by other traders and no statistically

significant effects on the odds. He draws the conclusion that

these markets simply aggregate information remarkably well, and

accordingly, bettors know enough to ignore a large bet that is

made far before post time and is not backed up by a steady flow

of money, which keeps the heavily bet horse’s odds down...the

inability of these large bets to move the market systematically is

a blow to the beliefs of those who think that markets are easily

and routinely manipulated by large investors. (Camerer 1998,

pg. 480)
13The bets would be canceled before the race began.
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The Iowa Electronic Markets

The Iowa Electronic Markets are a set of real-money, public access prediction

markets administered by the University of Iowa. Created in 1988 as an

educational tool, the markets began by offering Arrow-Debreu contracts for

each candidate in the 1988 US presidential election. Since then, they have

expanded to cover congressional elections, economic indicators, and even

movie box office returns. Traders can have between $5 and $500 US dollars

at stake in each market, and short selling of contracts is prohibited. A

significant literature has developed addressing the extent to which prices

in these markets improve on other predictors (e.g., election polls). This

literature will be reviewed here.

Forsythe et al. (1992) examine the precursor to the IEM, the Iowa Pres-

idential Stock Market. This double auction market allowed traders to pur-

chase and exchange contracts whose payoff would be determined by the

fraction of the popular vote each candidate received. Assuming a straight-

forward interpretation of prices (see section 2.2.2), a candidate’s expected

vote share is equal to the price of the contract for that candidate divided by

$2.50. The authors found that the market prices did not react significantly

to poll data, poll data were substantially more volatile than market prices,

and market prices outperformed the polls as predictors (despite evidence of

systematic biases in trader behavior). Forsythe et al. claim that the sys-

tematic biases in the judgment of average traders were corrected by rational

marginal traders.
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Oliven and Rietz (2004) present a detailed analysis of trader behavior

in an attempt to explain the accuracy of IEM predictions. They find that

many traders are prone to error, and that these traders often pursue buy-

and-hold strategies and place market orders, thus trading at prices set by

others. Additionally, they find that traders behave more rationally when

acting as market makers, i.e., submitting at-market limit orders. They argue

that rational traders self-select into the role of market makers, and prices

are determined by the terms of the posted limit orders. Thus, prices are

determined by the more rational traders in the market.

Most studies examining the efficiency of the IEM compare its election

eve forecasts with election eve polls and the actual outcomes. Berg et al.

(2008) looks at a longer time horizon, comparing prediction market forecasts

with polls as far as 100 days before the election. Using market prices from

five US presidential elections (1988-2004) and 964 polls, they find that the

markets generally outperform polls. The market tends to beat the polls

between 68 and 84 percent of the time, and the superiority of the markets is

more significant farther away from the election. The results are very similar

if market prices are instead compared with a five-poll moving average. More

than 100 days out from the election, the poll error averaged 4.49 percentage

points while the market error averaged 2.65 percentage points. Within five

days of the election, poll error averaged 1.62 percentage points while market

error averaged 1.11 percentage points. Additionally, Berg et al. (2008) found

that market prices tended to display significantly less variance, and did not

react irrationally to party conventions.14

14Polls frequently show a “convention bounce” where a candidate’s popularity rises and
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The evidence cited suggests that prediction markets are superior to polls

as election forecasting tools. However, it is natural to ask how well prediction

markets would perform in the absence of poll data, i.e., how important is

poll data in forming the beliefs of the market participants who must choose

the prices at which they are willing to trade? Very little has been done to

address this very interesting question.

Rhode and Strumpf (2004) takes an interesting approach to addressing

this question using a historical case study. Using records from eight major

newspapers, they examine the informational efficiency of betting markets

organized around US presidential elections between 1868 and 1940. They

find that there were usually large, well-organized (but often illegal) markets

run by bookmakers in most major cities, with over half of the trading oc-

curring in New York City. In the 15 elections between 1884 and 1940, the

mid-October betting favorite won eleven times, a relative longshot once, and

in the remaining three races the odds were roughly even (these races were

particularly close). Typically, in the elections on which the odds were very

close, victory margins were narrow. The markets were generally successful

in picking the winner early when the election was decided by wide margin.

Using data sets synthesized from newspaper reports, the authors find

that there were usually no arbitrage opportunities within or between cities,

but that the arbitrage-free condition was violated on some occasions. Addi-

tionally, the authors estimate a simple regression of contract prices on their

one-period lagged value, finding that they cannot reject the null hypothe-

then quickly falls immediately following the party convention at which the candidate is
officially endorsed.
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sis that prices follow a random walk (indicting that these markets may be

weakly efficient). Given the relatively low frequency of the data, its ques-

tionable quality, and the lack of thorough econometric analysis, these results

are highly preliminary. However, this is an intriguing first step in exploring

the dependence of prediction market prices on polling data.

2.3.3 Real-World Markets: Corporate Experiments

An early corporate prediction market experiment was run by Siemens Aus-

tria in April 1997. The market was created to forecast whether or not a

large software development project would be completed on time and, if not,

how long it would be delayed. The market ran for seven months with about

50 active traders (who were employees working on the project). Due to a

restructuring that occurred three months into the project, there were actu-

ally two markets: the first market was liquidated three months in, and a

second market was created immediately afterward to take its place. Ortner

(1998) found that both markets arrived at a stable price quickly (within

one month) and incorporated information rapidly and smoothly (i.e., there

were no price spikes following official announcements). More than three

months before the scheduled completion deadline, market prices suggested

a 2-3 week delay. The actual delay turned out to be 13 days.

Cowgill et al. (2009) report on the play-money prediction market es-

tablished by Google in April 2005, documenting a number of interesting

findings over the sample period of 2005Q2 to 2007Q3. The markets were

open to all active employees as well as some contractors and vendors, and

in the timeframe studied 1,463 people placing at least one trade. Over
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the sample period, there were 25-30 markets created each quarter on events

whose outcomes would be known by the end of that quarter, and trades were

conducted via a continuous double auction.15 Each employee was given a

new endowment of artificial currency each quarter, and this currency was

converted into raffle tickets redeemable for prizes at the end of each quarter.

The authors found that Google’s markets were reasonably efficient, but

they also found evidence of four persistent biases: an overpricing of favorites,

an underpricing of longshots, an optimism bias, and an aversion to selling

securities. The first two biases are especially interesting, since they are the

reverse of the typical favorite-longshot bias observed in many other predic-

tion and betting markets. “Optimism bias” refers to a general overpricing

(underpricing) of securities whose payoff is positively (negatively) correlated

with an outcome considered favorable (unfavorable) to Google. The securi-

ties affected most severely by this bias were those that pertained to events

most directly under the control of Google employees (e.g., a product com-

pletion date), and the optimistic bias in trading was amplified on days when

Google’s stock appreciated. I know of no compelling explanation for the

aversion to selling. Interestingly, the biases in individual trader behavior

diminished substantially as they gained more experience in the market, sug-

gesting that traders do learn from their mistakes and correct their biases to

some extent.
15It is notable that some traders created automated trading programs that acted as

market makers.
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2.4 Conclusion

The theoretical models discussed in this chapter provide the necessary con-

text for the model I present in the next chapter. The empirical evidence

presented lends credence to the possibility that prediction markets may be

a valuable tool for forecasting and decisionmaking in high-stakes environ-

ments, thus justifying the effort invested in the development of the model.



Chapter 3

The Model

3.1 Introduction

In this chapter, I develop a formal framework that will allow for an anal-

ysis of the informational efficiency of prices in the presence of uncertain

manipulation. The model is based on the single-period batch-clearing auc-

tion framework developed in Kyle (1985). I extend the original framework

to reflect many of the characteristics one would expect to see in a decision

market, incorporating some of the features considered in Hanson and Oprea

(2009) and Subrahmanyam (1991).

In the model, there is a single market for a single risky asset and a risk-

free zero rate of return asset. There are N risk-averse informed traders who

receive noisy signals of the true value of the asset before choosing expected

utility maximizing order quantities. There is also a risk-neutral uninformed

trader, the “manipulator”, who is introduced into the market with a known

probability. This trader has preferences over the final price of the asset,

39
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independent of its actual value. She trades so as to move the final price of

the asset toward a target price (and away from the efficient price, the asset’s

true value). The informed traders have only imperfect information about

the manipulator’s target price.

All traders’ orders, along with an exogenously determined liquidity trade,

are aggregated and sent to a competitive, risk-neutral market maker who

observes only the aggregate order flow before setting a single market-clearing

price. I examine the accuracy of this equilibrium market price as a function

of 1) traders’ beliefs about the presence of the manipulator, 2) traders’ beliefs

about the manipulator’s targeted price, and 3) the degree of the informed

traders’ risk aversion.

In section 3.2 I outline the structure of the formal model. A detailed

discussion and justification of the specifications and assumptions underlying

the model follows in section 3.3. In section 3.4, I derive a market equilib-

rium for the case where the manipulator is present with common knowledge

probability q. A detailed analysis of the properties of the equilibrium follows

in chapter 4.

3.2 Outline of the Model

I consider a single market with a fixed population of traders, one of whom is

a competitive, risk-neutral market maker. There is a single risky asset, and

traders’ common prior belief about the asset value takes the form of a normal

distribution with mean v̄ and finite variance σ2
v , v ∼ N (v̄, σ2

v).
1 There is

1Unless explicitly stated, all random variables are independently normally distributed
with a finite mean and a finite, nonzero variance. This assumption is standard in the
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also a risk-free, zero rate of return asset. There are N risk-averse informed

traders indexed by i, i ∈ {1, . . . N}, who face the following expected utility

maximization problem

maximize
x

E [Ui(xi)] = E
[
−e−ρ(xi(v−p))

]
where Ui is trader i’s utility function,2 xi is trader i’s demand for the risky

asset, ρ is the (common knowledge) risk aversion coefficient for all i traders,

and p is the price of the risky asset.

In addition to the informed traders, there is an uninformed, risk-neutral

trader (the “manipulator”) whose expected utility maximization problem is

maximize
x0

E [U0(x0)] = E
[
x0(v − p)− k(t− p)2

]
where x0 is the manipulator’s demand for the risky asset and k > 0 is

interpreted as the strength of her preferences over the deviation of price

from a target t. The manipulator knows the true value of t, but the be-

liefs of the market maker and the informed traders about t are of the form

t ∼ N (t̄, σ2
t ). The probability that the informed traders attach to the ma-

nipulator’s actual presence in the market is q. In addition to these explicitly

modeled trades, I allow for an exogenous liquidity trade,3 l ∼ N (l̄, σ2
l ).

(Henceforth, the common prior beliefs of all traders will be summarized by

K =
{
l ∼ N (l̄, σ2

l ), q, t ∼ N (t̄, σ2
t ), v ∼ N (v̄, σ2

v)
}

and all expectations will

market microstructure literature (O’Hara 1997).
2I assume a negative exponential form for the informed traders’ utility functions, as this

is the standard technique in the market microstructure literature for modeling risk-averse
traders (Vives 2008). See section 3.3.3 for details.

3See section 3.3.1 for a novel interpretation of this trade.
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be conditioned on K as well as the relevant particular information.)

Before submitting an order, the informed traders observe a noisy signal

of the true value of the risky asset.4 This signal is given by S = v + ε, with

ε ∼ N (0, σ2
ε ).

After the informed traders observes their signals, all traders choose their

optimum order quantity. These orders are summed into an aggregate order

flow y

y = l +
N∑
i=0

xi (3.1)

If there is no manipulator in the market, x0 ≡ 0. The market maker observes

only this aggregated order flow before setting a zero expected profit price5

p = E [v | y,K] = v̄ + ∆y
E [∆v∆y | K]
E [∆y∆y | K]

(3.2)

Since all of the random variables in the model are normally distributed, the

last equality holds by the Theorem of Projection for Normal Distributions

(De Jong and Rindi 2009, pg. 40).6

I aim to examine the effect of uncertainty regarding the presence and

intentions of the manipulator on the informational efficiency of prices. It is

important to note that there are two mechanisms through which a manip-
4I assume that the manipulator has no special information about the true asset value,

i.e., she does not update from the common prior belief that v ∼ N (v̄, σ2
v).

5For any random variable x, ∆x ≡ x− E [x | K].
6The theorem states that, for any two normal random variables x and y,

E [x | y] = E [x] + (x− E [x])
Cov [x, y]

Var [y]
(3.3)

and

Var [x | y] = Var [x]− (Cov [x, y])2

Var [y]
(3.4)
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ulator can affect prices. Clearly, the trades of the manipulator will, ceteris

parabus, cause prices to be less informative. However, since the manipulator

is trading for non-information reasons, her trade is not correlated with the

asset value and hence represents a profit opportunity for informed traders.

This profit opportunity may affect the order choice made by the informed

traders.

Traders’ optimal strategies are given by

x∗0 = max
x0∈R

[
Ū0(x0) ≡ E [U0(x0) | t, x0,K]

]
(3.5)

x∗i = max
xi∈R

[
Ūi(xi) ≡ E [Ui(xi) | S, xi,K]

]
(3.6)

In the model, the timing of moves is as follows:

1. “Nature” moves: l, k, t, and v are set; actual presence of the manipu-

lator is decided.

2. The informed traders realize their signal, which is private information.

3. All traders submit their order quantity, which is private information

for each trader.

4. The market maker observes the aggregate order flow and sets the price

equal to the expected value of the asset conditioned on the observed

order flow.

and I look for equilibrium strategies that are affine functions of trader in-
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formation and preferences:7

p = µ+ λ∆y (3.7)

x = α+ β∆S (3.8)

x0 = α0 + δ0∆t (3.9)

The N informed traders are symmetric, so their strategies will be symmetric.

Before explicitly deriving the equilibrium strategies, I discuss the reasoning

behind the structure adopted for the model as well as the assumptions im-

posed.

3.3 Discussion of Assumptions

3.3.1 Risk-Neutral Market Maker and Exogenous Liquidity

This model assumes the existence of a centralized market maker, which

may or may not be controlled by a market patron. Not all prediction mar-

kets have a centralized market maker, but smaller markets frequently do,

and larger markets usually have many traders that act as market makers.8

Hanson (2003a) discusses the numerous advantages of a centralized, patron

controlled market maker, especially for the smaller decision markets that
7The assumption of affine strategies is standard in the market microstructure literature.

Indeed, very little is known about the properties of, or even the existence of, equilibria in
cases where trader strategies are nonlinear functions of their expectations. Future work
could partially address this problem by testing for the stability of linear equilibria subject
to small perturbations.

8Cowgill et al. (2009) documents how traders in Google’s internal markets created
automated trading programs that acted as market makers in a substantial proportion of
trades.
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are the focus of this work.

In typical market microstructure models, market makers are referred to

as “competitive” when, presumably as a result of competition, they earn

zero (expected) profits. When market makers are competitive, prices will

equal the conditional expected value of the asset (O’Hara 1997). Since price

accuracy is an explicit goal when prediction markets are implemented within

organizations, it is reasonable to assume that any centralized market maker

controlled by the organization will operate at zero expected profit. The risk

neutrality of the market maker is an unrealistic assumption in large real

world financial markets (see, for instance, the evidence on forex markets

in Lyons (2006)), but it is reasonable in this environment due to the small

stakes and the possibility of an explicit bound on the maximum absolute

possible loss of a patron controlled market maker (Chen and Pennock 2007).

The inclusion of an exogenous liquidity trade is typical of market mi-

crostructure models (O’Hara 1997). Grossman and Stiglitz (1980) found

that, in the absence of uninformed trades, market prices reveal all of the in-

formation possessed by market participants. This allows traders to deduce

all available information from market prices. However, if information acqui-

sition is costly, this implies that no trader would have an incentive to engage

in information acquisition and thus prices would no longer be informative.

This is the “Grossman-Stiglitz paradox” described in section 2.1.1, and it

is resolved by introducing noise traders whose uninformed trades result in

prices that do not fully reveal informed trader information.

Since most market microstructure models are constructed with tradi-

tional financial markets in mind, exogenous liquidity trades are typically
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interpreted as trades initiated by those who wish to invest, hedge against

risks, or gamble (Harris 2003). These kinds of trades may not be present

in a prediction market. Since prediction markets implemented inside orga-

nizations are typically created to enhance the capabilities of the organiza-

tion, the organization should be willing to subsidize the market. Thus, in

this model, one can interpret the exogenous liquidity trade as a random,

negative expected profit trade submitted by the market patron to encour-

age participation and additional information acquisition by other potential

traders. This is, as far as I am aware, a novel interpretation.

3.3.2 Information Structure

I assume that all variables are normally distributed and independent, which

results in affine conditional expectations that simplify the computations.

While this is obviously less general than I would prefer, there are no variable

pairs in the model that intuitively should be dependent.

I assume that both the informed traders and the market maker are un-

certain about 1) the presence of the manipulator, and 2) the manipulator’s

targeted price. This is very likely to be the case in medium to large scale

prediction markets. While it is very unlikely that certain aspects of traders’

preferences (e.g., k and ρ) would be common knowledge in a real market,

I make the assumption here that they are to simplify the computations.

Adding noise to the informed traders’ beliefs about k would be redundant

given the uncertainty around t and the uncertainty regarding the presence of

the manipulator. Since the manipulator is risk neutral, uncertainty regard-

ing other traders’ risk preferences would probably not substantially affect



3.3. Discussion of Assumptions 47

her strategy.

For convenience, I summarize the state of knowledge of each trader at

the time of order submission in table 3.1.

Trader type Variable State of knowledge
ρ ρ
l l ∼ N (l̄, σ2

l )
Market maker v v ∼ N (v̄, σ2

v)
k k
t t ∼ N (t̄, σ2

t )
ρ ρ
l l ∼ N (l̄, σ2

l )
Manipulator v v ∼ N (v̄, σ2

v)
k k
t t

ρ ρ
l l ∼ N (l̄, σ2

l )
Informed traders v E [∆v | S] = ∆S σ2

v
σ2
v+σ2

ε

k k
t t ∼ N (t̄, σ2

t )

Table 3.1: State of knowledge for each trader at time of order submission.

In this model, the quality of the informed traders’ signal is exogenously

determined. In other words, the informed traders have no control over the

precision of the signal they receive. While this assumption makes the model

substantially more tractable analytically, it ignores the fact that traders in

real world markets do exert costly efforts to obtain information. Endoge-

nous information acquisition may cause markets to be more efficient in the

presence of a manipulator, if the profit opportunity presented by the ma-

nipulator spurs other traders to gather more information (this is the result

obtained in Hanson and Oprea (2009)). Thus, future work should examine
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the effects of allowing costly information acquisition.

3.3.3 Trader Utility Functions and Risk Preferences

I assume that the manipulator is risk neutral primarily to allow a “best case”

for manipulation. Implementing a prediction market within an organization

requires a substantial investment in hardware and training. Prediction mar-

kets must also overcome a legitimate preference for existing, well-understood

forecasting methods and possibly an irrational status quo bias on the part of

potential market patrons. Thus, much of the theoretical and experimental

research on prediction markets has been designed to “stress test” the con-

cept. Since I believe that this approach is worthwhile, I have adhered to it

in the construction of my model.

The specific quadratic functional form chosen to represent the manipu-

lator’s utility

U0(x0) = x0(v − p)− k(t− p)2

was introduced by Hanson and Oprea (2009) and is a generalization of the

linear form introduced by Kumar and Seppi (1992). It has several properties

that make it intuitively appealing. The k coefficient allows for a wide range

of choice in selecting the manipulator’s relative preference for manipulation

vs. wealth. The manipulator clearly does not discriminate between a price

below or above her target; only the magnitude, and not the sign, of the differ-

ence is relevant. This may not be realistic with certain contract structures,

but it nonetheless seems a reasonable start. Since d
d(t−p)k(t−p)2 = 2k(t−p),

the utility penalty for price deviation increases nonlinearly with the magni-
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tude of the deviation. This is reasonable since manipulation for non-market

reasons implies that larger deviations will have a much more substantial

impact upon the manipulator’s larger goals than smaller deviations.

The assumption that the informed traders are risk averse serves several

purposes. It adds additional realism to the model since many real world

traders are risk averse.9 The results of Hanson and Oprea (2009), described

in section 2.2.3, were obtained under the assumption that all traders were

risk neutral. However, it is possible that these results will fail to hold when

traders are risk averse.10

Perhaps more importantly, risk aversion serves as an additional con-

straint on traders’ order sizes. In most market microstructure models, in-

cluding that of Hanson and Oprea (2009), risk neutrality implies that traders

limit their order size only because market depth is finite. Here, there is an

additional constraint on informed traders’ orders that can be altered exoge-

nously, allowing for an interesting range of comparative statics. This will

shed light on the ability of manipulators to affect prices when the capacity

of informed traders to respond is limited. The effects of risk aversion will

be especially interesting because of the substantial uncertainty surrounding

the manipulator’s strategy.

The specific functional form assumed for the informed traders, a negative

exponential utility function U(x) = −e−ρ(x(v−p)), is the standard form used

to model the behavior of risk-averse traders. This utility function exhibits

constant absolute risk aversion, i.e., the risk aversion coefficient ρ is not
9See, e.g., the evidence cited in Lengwiler (2004).

10See, for instance, Kyle (1985) and Subrahmanyam (1991).
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a function of wealth. Thus, a trader’s risk preference is insensitive to his

absolute level of wealth. While it is likely that this assumption will not hold

across large differences in wealth, it seems a reasonable approximation in a

prediction market setting given the relatively small positions at stake.

The advantage of the negative exponential form is the simplicity of the

resulting optimization problem, which results from the following fact:

Fact 1. For any normal random variable x, with mean µ and variance σ2,

and any t ∈ R, E
[
etx
]

= etµ+ t2σ2

2 .

Proof. Note that x = µ+ σz where z ∼ N (0, 1). Thus,

E
[
etx
]

= E
[
et(µ+σz)

]
= etµE

[
etσz

]
= etµ

1√
2π

∫ ∞
−∞

etσze−
z2

2 dz

= etµ
1√
2π

∫ ∞
−∞

e
2tσz−z2

2 dz

= etµ
1√
2π

∫ ∞
−∞

e−
(z−tσ)2

2
+ t2σ2

2 dz

= etµe
t2σ2

2
1√
2π

∫ ∞
−∞

e−
(z−tσ)2

2 dz

= etµe
t2σ2

2

= etµ+ t2σ2

2

This will prove useful when I solve the model in section 3.4.
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3.4 Equilibrium Strategies

I begin by deriving the market maker’s pricing rule. By equation (3.2),

p = v̄ + ∆y
E [∆v∆y | K]
E [∆y∆y | K]

= v̄ + ∆y
Nβσ2

v

σ2
l + (Nβ)2 (σ2

v + σ2
ε ) + q2δ2

0σ
2
t

Thus, market depth is given by λ−1 =
[

Nβσ2
v

σ2
l +(Nβ)2(σ2

v+σ2
ε )+(qδ0)2σ2

t

]−1
and

µ = v̄. The market maker’s pricing strategy is an affine function of the

observed order quantity and, by equation (3.1), this observed order quantity

is an affine function of the sum of traders’ orders and the (random) liquidity

trade. Traders’ order strategies are affine functions of the random variables

t and S, and so p will be a function of a sum of normal random variables.11

This implies that p is a normal random variable. And since v is a normal

random variable, (xi(v − p)) is a normal random variable. This, combined

with fact 1, derived in section 3.3.3, allows me to rewrite the informed

traders’ optimization problem

maximize
xi

E [Ui(xi) | K] = E
[
−e−ρ(xi(v−p)) | K

]

as

maximize
xi

E [Ui(xi) | K] = −e−ρ(E[πi|K]− ρ
2

Var[πi|K])

11I show below that, given that each trader conjectures that (3.7), (3.8), and (3.9) will
hold, (3.7), (3.8), and (3.9) is a Bayesian Nash equilibrium.
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which can be written more simply as

maximize
xi

π̂i(xi) = E [πi | K]− ρ

2
Var [πi | K]

where πi = xi(v − p) and π̂i is informed trader i’s “risk-adjusted” expected

profit function.

I solve for traders’ optimal strategies using the simplified forms derived

above

x∗0 = max
x0∈R

[
Ū0(x0) ≡ E [U0(x0) | t, x0,K]

]
x∗i = max

xi∈R
[π̂i(xi) ≡ E [Ui(xi) | S, xi,K]]

starting with x∗i .

Letting Kxi = {S, xi,K} denote the informed trader’s information set

at the time of order submission, the first-order condition on π̂i(xi) is given

by

d

dxi
π̂i(xi) =

d

dxi

[
E [πi | Kxi ]−

ρ

2
Var [πi | Kxi ]

]
=

d

dxi

[
xi (E [v | Kxi ]− E [p | Kxi ])−

ρ

2
x2
iVar [v − p | Kxi ]

]
= 0

Letting η = σ2
v

σ2
v+σ2

ε
and γ = σ2

vσ
2
ε

σ2
v+σ2

ε
, it follows that

E [v | Kxi ] = v̄ + η∆S
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and

E [p | Kxi ] = v̄ + λE [∆y | Kxi ]

= v̄ + λ [(N − 1)β∆S + xi − E [xi | K]]

The calculation of Var [v − p] is a bit more complicated:

Var [v − p | Kxi ] =E
[
(v − p− (E [v | Kxi ]− E [p | Kxi ]))

2 | Kxi

]
=E
[
v2 − 2vp− 2vE [v | Kxi ] + 2vE [p | Kxi ] + p2

+ 2pE [v | Kxi ]− 2pE [p | Kxi ] + E [v | Kxi ]
2

+ E [p | Kxi ]
2 − 2E [v | Kxi ] E [p | Kxi ]

]
=E

[
v2 | Kxi

]
− 2E [vp | Kxi ]− E [v | Kxi ]

2

− E [p | Kxi ]
2 + E

[
p2 | Kxi

]
+ 2E [v | Kxi ] E [p | Kxi ]

but the final result is

Var [v − p | Kxi ] = γ (1− 2λ (N − 1)β) + λ2
(
σ2
l + (N − 1)2 β2 + q2δ2

0σ
2
t

)

With these results, the first-order condition on π̂i(xi) can be explicitly com-
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puted:

dπ̂

dxi
=

d

dxi

[
xi (η − λ (N − 1)β) ∆S − λxi∆xi

− ρ

2
x2
i

[
γ (1− 2λ (N − 1)β) + λ2υ

] ]
= (η − λ (N − 1)β) ∆S − 2xiλ+ λE [xi | K]

− xiρ
[
γ (1− 2λ (N − 1)β) + λ2υ

]
= 0

where υ = σ2
l + (N − 1)2 β2 + q2δ2

0σ
2
t .

This implies that

x∗i =
(η − λ (N − 1)β) ∆S + λE [xi | K]

2λ+ ρϕi

=
η − λ (N − 1)β

2λ+ ρϕi
∆S

where ϕi = Var [v − p | Kxi ] and the second equality holds since E [xi | K] =

0. This can be verified easily:

E [xi | K] =E
[

(η − λ (N − 1)β) ∆S + λE [xi | K]
2λ+ ρϕi

| K
]

=
λE [xi | K]
2λ+ ρϕi

which implies that E [xi | K] (λ+ ρϕi) = 0. Suppose (λ+ ρϕi) = 0. Then,

ϕi = −λ
ρ . But λ, ρ > 0 implies that ϕi < 0, which is a contradiction since

ϕi = Var [v − p | Kxi ]. Thus, E [xi | K] = 0. (I have not yet shown in general

that λ > 0, but this is the only economically sensible case, and I show in
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chapter 4 that this holds for a variety of plausible parameter values.) The

second-order condition is satisfied as well:

d2π̂i
dx2

i

= −2λ− ρϕi < 0

where the inequality follows from the fact that λ > 0, ρ > 0, and ϕi > 0 (the

inequalities are strict because I assume N 6= 0). Thus, x∗i is a maximum.

I now derive the optimal trading strategy for the manipulator, x∗0. At

the time of order submission, the manipulator’s information set is Kx0 =

{K, t, x0}. The first order condition on Ū0 (x0) is given by

dŪ0

dx0
=

d

dx0

[
x0v̄ − x0E [p | Kx0 ]− kt2 + 2ktE [p | Kx0 ]− kE

[
p2 | Kx0

]]
and because

E [p | Kx0 ] = v̄ + λ∆x0

and

E
[
p2 | Kx0

]
= v̄2 + 2v̄λ∆x0 + λ2x2

0 − 2λ2x0E [x0 | K] + λE [x0 | K]2

it follows that

dŪ0

dx0
=
(
λ+ 2kλ2

)
E [x0 | K]− x0

(
2λ+ 2kλ2

)
+ 2kλ (t− v̄) = 0

From this it is easy to show that

E [x0 | K] = 2k (t̄− v̄)
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and so it follows that

x∗0 = 2k (t̄− v̄) +
k

1 + kλ
∆t

The second order condition on Ū0 is given by

d2Ū0

dx2
0

= −2λ− 2kλ2 < 0

and thus x∗0 is a maximum.

3.5 Game-Theoretic Properties of the Equilibrium

The conjectured strategies for the market maker, informed traders and ma-

nipulator

p = µ+ λ∆y

x = α+ β∆S

x0 = α0 + δ0∆t

led to the resulting equilibrium strategies12

p∗ = v̄ +
Nβσ2

v

σ2
l + (Nβ)2 (σ2

v + σ2
ε ) + (qδ0)2 σ2

t

∆y

x∗ =
η − λ (N − 1)β

2λ+ ργ (1− 2λ (N − 1)β) + ρλ2υ
∆S (3.10)

x∗0 = 2k (t̄− v̄) +
k

1 + kλ
∆t

12Recall that η =
σ2
v

σ2
v+σ2

ε
, γ =

σ2
vσ

2
ε

σ2
v+σ2

ε
, and υ = σ2

l + (N − 1)2β2 + (qδ0)2 σ2
t .
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which fulfilled the conjectures with

λ =
Nβσ2

v

σ2
l + (Nβ)2 (σ2

v + σ2
ε ) + (qδ0)2 σ2

t

β =
η − λ (N − 1)β

2λ+ ργ (1− 2λ (N − 1)β) + ρλ2υ
(3.11)

δ0 =
k

1 + kλ

For a given vector of parameters σ2
ε , σ

2
l , σ

2
t , σ

2
v , k, q, N , and ρ, any set of

values of λ, β, and δ0 that simultaneously satisfy (3.11) will each yield, since

the conjectures are correct, a best-response strategy for each agent given the

strategies employed by the other agents. Thus, the λ, β, and δ0 satisfying

(3.11) will make (3.10) a Bayesian Nash equilibrium.

3.6 Conclusion

The expected-profit maximizing strategies for the market maker, manipula-

tor, and informed traders have been derived, and I have shown that these

strategies form a Bayesian Nash equilibrium. In chapter 4, I derive compar-

ative static results and examine the properties of the solution for a variety

of plausible parameter values.



Chapter 4

Comparative Statics and

Analysis

In this chapter, I use the equilibrium strategies derived in chapter 3 to

study the efficiency of market prices as well as the effects of changes in

key parameters on price efficiency. Price efficiency is characterized by the

distribution of the price error v − p, i.e., E [v − p | K] and Var [v − p | K].

I determine the equilibrium values of E [v − p | K] and Var [v − p | K] and

examine how they vary with changes in the number of traders in the market,

the characteristics of the manipulator, and the level of risk aversion of the

informed traders.

4.1 Derivation of the Comparative Statics

An explicit solution for the endogenous variables λ, β, and δ0 in terms of

the exogenous parameters σ2
ε , σ

2
l , σ

2
t , σ

2
v , k, q, N , and ρ is not, in general,

58
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feasible. Even in the simplest case, N = 1, the solution for λ in terms of the

exogenous variables is the root of a septic polynomial. However, comparative

static derivatives of λ, β, and δ0 with respect to the exogenous parameters

are still possible if (3.11) defines a set of implicit functions:

λ = f1

(
σ2
ε , σ

2
l , σ

2
t , σ

2
v , k, q,N, ρ

)
β = f2

(
σ2
ε , σ

2
l , σ

2
t , σ

2
v , k, q,N, ρ

)
(4.1)

δ0 = f3

(
σ2
ε , σ

2
l , σ

2
t , σ

2
v , k, q,N, ρ

)
Let τ = σ2

v + σ2
ε and I =

{
σ2
ε , σ

2
l , σ

2
t , σ

2
v , k, q,N, ρ

}
. Then, if the equations

F1 (λ, β, δ0 ; I) = λ
[
σ2
l + (Nβ)2 τ + (qδ0)2 σ2

t

]
−Nβσ2

v

F2 (λ, β, δ0 ; I) = β
[
2λ+ ργ (1− 2λ (N − 1)β) + ρλ2υ

]
− η + λ (N − 1)β

F3 (λ, β, δ0 ; I) = δ0 (1 + kλ)− k

are all C1 with respect to λ, β, δ0, σ2
ε , σ

2
l , σ

2
t , σ

2
v , k, q, N , and ρ, and

there exists a point I0 satisfying all three equations simultaneously where

the Jacobian determinant of F = (F1, F2, F3)

|J | =

∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣

∂F1

∂λ

∂F1

∂β

∂F1

∂δ0

∂F2

∂λ

∂F2

∂β

∂F2

∂δ0

∂F3

∂λ

∂F3

∂β

∂F3

∂δ0

∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣∣
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is nonzero, then the implicit function theorem guarantees the existence of a

neighborhood of the point I0 where the set of implicit functions (4.1) exists

and each equation is C1 with respect to σ2
ε , σ

2
l , σ

2
t , σ

2
v , k, q, N , and ρ. Since

F1, F2, and F3 are polynomials in each of the variables, they are not only

C1 but C∞. Taking the relevant partial derivatives

∂F1

∂λ
= σ2

l + (Nβ)2 τ + (qδ0)2 σ2
t

∂F1

∂β
= 2λN2βτ −Nσ2

v

∂F1

∂δ0
= 2λq2δ0σ

2
t

∂F2

∂λ
= 2β − 2β2 (N − 1) + 2ρλυ + β (N − 1)

∂F2

∂β
= 2λ+ ρ

(
γ (1− 4λβ (N − 1)) + λ2υ + 2λ2β2 (N − 1)2

)
+ λ (N − 1)

∂F2

∂δ0
= 2ρλ2q2δ0σ

2
t

∂F3

∂λ
= kδ0

∂F3

∂β
= 0

∂F3

∂δ0
= 1 + kλ

the determinant of the Jacobian of F is

|J | =

∣∣∣∣∣∣∣∣∣∣
σ2
l + (Nβ)2 τ + (qδ0)2 σ2

t 2λN2βτ −Nσ2
v 2λq2δ0σ

2
t

2βξ + 2ρλυ + β (N − 1) 2λ+ ρω + λ (N − 1) 2ρλ2q2δ0σ
2
t

kδ0 0 1 + kλ

∣∣∣∣∣∣∣∣∣∣
where ω = γ (1− 4λβ (N − 1))+λ2υ+2λ2β2 (N − 1)2 and ξ = 1−β (N − 1).

In general, the sign of |J | is indeterminant. I proceed formally and derive
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the general forms for the comparative static derivatives, and then in section

4.3 I solve for them numerically at specific points satisfying the conditions

of the implicit function theorem. The comparative static derivatives of λ,

β, and δ0 with respect to σ2
t , q, N , and ρ can now be derived:



∂F1

∂λ

∂F1

∂β

∂F1

∂δ0

∂F2

∂λ

∂F2

∂β

∂F2

∂δ0

∂F3

∂λ

∂F3

∂β

∂F3

∂δ0





∂λ

∂σ2
t

∂β

∂σ2
t

∂δ0

∂σ2
t


=



−∂F1

∂σ2
t

−∂F2

∂σ2
t

−∂F3

∂σ2
t


(4.2)



∂F1

∂λ

∂F1

∂β

∂F1

∂δ0

∂F2

∂λ

∂F2

∂β

∂F2

∂δ0

∂F3

∂λ

∂F3

∂β

∂F3

∂δ0





∂λ

∂q

∂β

∂q

∂δ0

∂q


=



−∂F1

∂q

−∂F2

∂q

−∂F3

∂q


(4.3)



∂F1

∂λ

∂F1

∂β

∂F1

∂δ0

∂F2

∂λ

∂F2

∂β

∂F2

∂δ0

∂F3

∂λ

∂F3

∂β

∂F3

∂δ0





∂λ

∂N

∂β

∂N

∂δ0

∂N


=



−∂F1

∂N

−∂F2

∂N

−∂F3

∂N


(4.4)
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∂F1

∂λ

∂F1

∂β

∂F1

∂δ0

∂F2

∂λ

∂F2

∂β

∂F2

∂δ0

∂F3

∂λ

∂F3

∂β

∂F3

∂δ0





∂λ

∂ρ

∂β

∂ρ

∂δ0

∂ρ


=



−∂F1

∂ρ

−∂F2

∂ρ

−∂F3

∂ρ


(4.5)

When the Jacobian is invertible, these systems have a unique solution.

The individual comparative static derivatives can be extracted most easily

using Cramer’s rule, e.g.,

∂λ

∂σ2
t

=

∣∣∣J1
σ2
t

∣∣∣
|J |

where J1
σ2
t

is the Jacobian of F with the first row replaced by the solution

vector of equation (4.2).

4.2 Analysis of the Equilibrium

I can now explicitly calculate the efficiency of prices for any vector of param-

eter values I =
{
σ2
ε , σ

2
l , σ

2
t , σ

2
v , k, q,N, ρ

}
and compare it to the benchmark

case with the same vector of parameters sans the manipulator (q = 0). I

can also compute the effects of changes in σ2
t , q, N , and ρ on traders’ strate-

gies and, thus, their effects on the key variables of interest, the expected

price error E [v − p | K] and the variance of price error Var [v − p | K]. The

distribution of the price error can be computed in full generality.

Theorem 1. For all λ, β, δ0, σ2
ε , σ2

l , σ2
t , σ2

v, k, q, N , ρ ∈ R+ satisfying
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(3.11), the price error v − p is normally distributed with

E [v − p | K] = 0

and

Var [v − p | K] = λ2
[
σ2
l + (Nβ)2 (σ2

v + σ2
ε

)
+ q2δ2

0σ
2
t

]
− 2λNβσ2

v + σ2
v

Proof. Note that v − p is an affine function of y and the normal random

variable v, and y is a affine function of the normal random variables t and

S. Thus, v − p is a normal random variable. Suppose λ, β, δ0, σ2
ε , σ

2
l , σ

2
t ,

σ2
v , k, q, N , ρ ∈ R+ and simultaneously satisfy (3.11). Then,

E [v − p | K] = E [∆v − λ∆y | K] = E [∆v | K]− λE [∆y | K] ≡ 0

and

Var [v − p | K] = E
[
(v − p)2 | K

]
= E

[
λ2∆y2 − 2λ∆v∆y + ∆v2 | K

]
= λ2E

[
∆y2 | K

]
− 2λE [∆v∆y | K] + E

[
∆v2 | K

]
= λ2

[
σ2
l + (Nβ)2 (σ2

v + σ2
ε

)
+ q2δ2

0σ
2
t

]
− 2λNβσ2

v + σ2
v

Thus, p is an unbiased estimator of v, and the characteristics of the

manipulator have no effect on the expected price error. I now have an explicit
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formula for the variance of the price error (denoted by Φ hereafter), and

using the comparative statics derived above, I can compute the derivative

of Φ with respect to any of the exogenous parameters.

Let υ1 = σ2
l + (N)2β2τ + (qδ0)2 σ2

t . The derivative of Φ with respect to

σ2
t is

∂Φ
∂σ2

t

= 2λ
∂λ

∂σ2
t

υ1 + λ2

(
2β

∂β

∂σ2
t

N2τ + 2q2δ0
∂δ0

∂σ2
t

σ2
t + q2δ2

0

)
− 2Nσ2

v

(
β
∂λ

∂σ2
t

+
∂β

∂σ2
t

λ

)

The derivative of Φ with respect to q is

∂Φ
∂q

= 2λ
∂λ

∂q
υ1 + λ2

(
2β
∂β

∂q
N2τ + 2qδ2

0σ
2
t + 2q2δ0

∂δ0

∂q
σ2
t

)
− 2Nσ2

v

(
β
∂λ

∂q
+
∂β

∂q
λ

)

The derivative of Φ with respect to ρ is

∂Φ
∂ρ

= 2λ
∂λ

∂ρ
υ1 + λ2

(
2β
∂β

∂ρ
N2τ + 2q2δ0

∂δ0

∂ρ
σ2
t

)
− 2Nσ2

v

(
β
∂λ

∂ρ
+
∂β

∂ρ
λ

)

And the derivative of Φ with respect to N is

∂Φ
∂N

= 2λ
∂λ

∂N
υ1 + λ2

(
2Nβ2τ + 2N2β

∂β

∂N
τ + 2q2δ0

∂δ0

∂N
σ2
t

)
− 2σ2

v

(
β
∂λ

∂N
N +

∂β

∂N
λN + λβ

)

Unfortunately, the complexity of these expressions makes general state-
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ments about their properties infeasible. However, their values can be es-

timated numerically at a specific point as long as the determinant of the

Jacobian is nonzero at that point. I examine a variety of equilibria with a

range of reasonable parameter values in order to develop a general idea of

what one might expect to see in a decision market with the characteristics

of the model developed above.

4.3 Numerical Examples

In all of the following calculations, I assume that σ2
ε = σ2

l = σ2
v = 1 and

k = 10.1 The assumption of unit variances is common and k = 10 implies

a relatively strong desire to manipulate given the small values that v − p

can be expected to take.2 Unless stated otherwise, I assume ρ = 2; this

implies that the variance of a trader’s gains weighs as heavily in his utility

function as the expected value of those gains, and so it reflects a relatively

high degree of risk aversion.

4.3.1 Price Error, Manipulator Characteristics and Market

Thickness

I first consider how the variance of the price error Φ changes as q, the

probability that a manipulator is in the market, varies. I assume that σ2
t = 1

and compute Φ for q ∈ [0, 1] and markets featuring one, ten, and twenty

informed traders.
1All of the computations were performed in MATLAB.
2v− p has mean zero and, as shown below, its variance tends to be much smaller than

10.
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Figure 4.1: Φ as a function of q for N = 1, 10, and 20. Baseline curves
are the q = 0 variance levels for the corresponding N .

The results are shown in figure 4.1. They are striking for several reasons.

They reveal the importance of the size of the market in determining the ac-

curacy of prices. With only ten informed traders, a market facing a certain

attempt at manipulation is still notably more efficient than a market with

only one informed trader and a guaranteed absence of manipulation. In fact,

the difference in variances is almost 10 percent of the variance of the asset

value itself. Increasing the number of informed traders to twenty more than

doubles this advantage. At q = 1
2 , the market with twenty informed traders

is just as efficient as the market with ten traders and no manipulator. The

graph also highlights the nonlinear relationship between Φ and N ; the devi-

ation of Φ from its baseline is smaller in the N = 1 and N = 20 cases than it

is in the N = 10 case. Interestingly, the price resulting from the market with

one informed trader and a manipulator has a variance of approximately 1.
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Thus, p ∼ N (v,≈ 1) ≈ S ∼ N (v, 1), i.e., the price captures the informed

trader’s information despite the presence of the manipulator.
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Figure 4.2: Φ as a function of σ2
t for N = 1, 10, 20. Baseline curves are

σ2
t = 1 variance levels for the corresponding N .

Letting q = 1
2 , figure 4.2 plots Φ against σ2

t for σ2
t ∈

[
1
5 , 4
]

(i.e., I allow

σ2
t to vary from close to zero to four times as large as the variance of the

asset value). There are several interesting patterns to be observed in figure

4.2. Contra Hanson and Oprea (2009), an increase in the variance of the

manipulator’s target price does not increase price efficiency. This could be

due to the fact that, in this model, information acquisition is exogenous.3

This could also result from the risk aversion of the informed traders; unlike

the risk-neutral case, introducing greater variance into the determination of

the final price, ceteris paribus, reduces the incentive for risk-averse agents
3In other words, the informed traders in this model cannot affect the precision of the

signal of the asset value that they receive.
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to trade. However, as can be seen in figure 4.3, informed traders actually

trade more aggressively when σ2
t is larger.
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Figure 4.3: β as a function of σ2
t for N = 1, 10, 20.

This can be explained by the effect of σ2
t on λ; since the manipulator is

a liquidity trader, a larger value of σ2
t corresponds to a larger value of λ−1

(i.e., a more liquid market). Thus, informed traders suffer less of a price

penalty for larger orders and they scale up their trades accordingly. This

increase in β partly reverses the effect of σ2
t on λ, but it is clear from figure

4.2 that λ is still large enough to cause prices to reflect the increase in σ2
t .

The formal model allows me to disentangle the direct effects of σ2
t on λ and

β as well as its indirect effects on β mediated through λ. In these numerical

examples, it is clear that the increase in β induced by an increase in σ2
t is

insufficient to compensate for the noise introduced into the price directly by

the change in σ2
t .
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Using the comparative static derivatives derived above as well as the

variance formula for the price error, we can examine the marginal impact

of adding additional informed traders into the market under a variety of

conditions. Figure 4.4 shows the marginal impact of an additional informed

trader on the variance of the price error
(
∂Φ
∂N

)
for N ∈ {1, 2, . . . , 20} under

four different scenarios.
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Figure 4.4: ∂Φ
∂N under four manipulation scenarios.

The results show that initially the introduction of informed traders is

subject to increasing returns, i.e., the marginal reduction in the variance

of the price error is larger for the ith trader than for the i − 1th trader.4

At some point, dependent upon the characteristics of the manipulator, it

appears that this trend reverses and diminishing returns set in. It appears

that the reversal point is larger when the manipulation attempt is stronger,
4There is no obvious intuitive reason for this, which further validates the use of a formal

model in this inquiry.
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and it may not even exist in some scenarios; further numerical testing is nec-

essary to establish this point more soundly. Overall, it appears that there is

no point at which the addition of more informed traders becomes substan-

tially less valuable. In other words, there is no optimal “magic number” of

informed traders.

4.3.2 Direct Effects of Risk Aversion

Figure 4.5 shows Φ as a function of the level of risk aversion for markets

with one, ten, and twenty informed traders. Compared to the baseline

scenario of universal risk neutrality, high levels of risk aversion do result in

a substantial loss of efficiency. The severity of this problem is sensitive to

the number of traders in the market. A higher number of informed traders

results in substantially lower Φ; a market with one risk-neutral informed

trader is marginally more efficient than a market with ten informed traders

with ρ = 5, even though this represents an implausibly high level of risk

aversion. It also appears to be the case that, when N is large, the impact

of a rise in the level of risk aversion is dampened.

4.3.3 Efficiency of the Equilibrium Price

Finally, it is worthwhile to assess the value of the prediction market price

to outsiders as a source of information about the true value of the asset v.

Recall that p ∼ N (v,Φ). In all of the equilibria discussed above, Φ < 1

and thus p is superior (in those cases) to S as an estimate of v. Recall

that in the market analyzed by Kyle (1985) containing one insider and an

exogenous liquidity trade, prices only incorporated one-half of the insider’s
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Figure 4.5: Φ as a function of ρ for N = 1, 10, 20. Baseline is risk-neutral
case.

information. In each of the scenarios analyzed above, this “ideal” price

efficiency is not reached. However, even with a relatively small market (N =

20) and a certain manipulation attempt, Φ ≈ 3
4σ

2
v when σ2

t = 1. Doubling σ2
t

still results in prices that improve upon individual trader information by 20

percent. This suggests that prediction market prices could be valuable even

in the presence of nontrivial levels of risk aversion and manipulation, however

the improvement over existing sources of information may be marginal.

4.4 Conclusion: Implications for Decision Market

Design

My results suggest that manipulation may substantially reduce the infor-

mation content of prices under certain market conditions. However, the

effects of manipulation are contingent upon the size of the market. In fact,
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the results of my analysis suggests that there is no problem that cannot be

“solved” by introducing more informed traders into the market. This is con-

sistent with the experimental and empirical literature on prediction markets

and financial markets more generally. When the market is still somewhat

small, N = 20, even a relatively high level of risk aversion coupled with a

serious manipulation attempt still yields a price that improves upon traders’

individual information by more than 10 percent. Doubling the size of the

market leads to a price whose variance is a 25 percent improvement on

traders’ individual information. Thus, to ensure efficient prices, potential

market patrons would do well to implement markets only when there are

a reasonably large number of potential traders who have access to relevant

information.

Additionally, it is clear that a high degree of risk aversion among the

informed traders in the market makes the manipulation of prices substan-

tially easier. This may provide an efficiency rationale for the investment

constraints imposed by many real-world prediction markets. If traders are

limited to small stakes, it is unlikely that risk aversion will be a serious prob-

lem since the level of risk aversion necessary to substantially affect small

stakes trading would imply highly unusual preferences. There is, however,

a potential downside to investment caps; limiting the ability of traders to

profit from their private information may reduce the incentive to gather

information when information acquisition is endogenous and costly, thus

lowering the overall efficiency of the market.



Chapter 5

Conclusion

In the model developed in chapter 3, I build upon the existing theoretical

literature on prediction markets by considering a market for a risky asset

populated by N risk-averse traders who are uncertain about both the pres-

ence and intentions of a price manipulator. The manipulator is introduced

into the market probabilistically and attempts to move the asset price away

from its informationally efficient value and toward a privately known target.

My approach differs from previous theoretical work in that I allow the

finite number of informed traders to be risk averse, whereas Hanson and

Oprea (2009) and Tetlock and Hahn (2007) allowed only risk-neutral traders.

Also, I generalize the nature of the informed traders’ uncertainty regarding

the manipulator by introducing the manipulator probabilistically. These

changes allow me to analyze

1. how the additional constraint of risk aversion on the ability of informed

traders to correct price manipulation affects the efficiency of prices,
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and

2. how risk aversion and uncertain manipulation interact to affect price

efficiency.

I derive optimal trader strategies in this model and show that, when an

economically sensible equilibrium exists, it is a Bayesian Nash equilibrium.

I show that the equilibrium does, in fact, exist for a variety of plausible

parameter values.

I find that the price error v − p is normally distributed with mean zero.

The key results from numerical tests of the model using a variety of plausible

parameter values indicate that

1. the informed traders bid more aggressively in the presence of manip-

ulation despite the increased risk penalty,

2. the variance of price error is monotonically increasing in the level of

risk aversion and the degree of manipulation,

3. the effectiveness of manipulation is highly sensitive to the size of the

market,

4. the introduction of informed traders into the market is subject to a

period of increasing returns followed by a period of decreasing returns,

and

5. prices aggregate traders’ private information even in the presence of a

high degree of manipulation when the market is relatively thick.
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I also find that, for all of the parameter values I examine, informed traders

submit nonzero orders. Since they could abstain from trading by submitting

a null order, this implies that there is an incentive to participate in the

market and so endogenizing entry/exit of informed traders should not spur

an exodus of informed traders and an associated unraveling of the market.

My results suggest that prospective prediction market patrons should

implement markets only when there are a reasonably large number of po-

tential traders who have access to relevant information. They also suggest

that investment caps could improve the efficiency of prices if risk aversion is

a serious problem and the information available to informed traders is not

dependent on their ability to profit from it in the market.

5.1 Directions for Further Research

There are a number of important elements of real world prediction markets

not incorporated into my analysis that could, and should, be included in

future work. Budget constraints are imposed by many prediction markets,

and when they are not the imperfections of capital markets as well as the

basic resource constraints that are a ubiquitous feature of human affairs

serve to limit traders’ possible investment. This is an additional non-risk-

based constraint on the actions of manipulators and non-manipulators alike,

and the distribution of wealth between manipulators and non-manipulators

(or, in the case of investment caps, the distribution of traders between the

two groups) could seriously affect the accuracy of market prices. Addition-

ally, endogenizing information acquisition and trader entry/exit would add
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substantial realism to the model.

Given the analytical difficulties encountered while solving this relatively

simple model, it seems likely that an approach utilizing an agent-based com-

putational model would be more productive than the theoretical approach

followed here. This type of model could incorporate 1) budget constraints,

2) heterogeneous risk preferences, 3) endogenous information acquisition,

4) endogenous entry/exit of traders, 5) a greater number and variety of

manipulators, and 6) learning by boundedly rational traders. Since real

prediction markets are likely to include all of these characteristics, a richer

computational model may be the best approach for understanding how these

markets behave.



Glossary

Arbitrage

A trade or combination of trades is called an arbitrage if it guarantees
a positive, risk-free profit.

Arrow-Debreu security

Asset that pays one unit of the numéraire if and only if a certain state
of the world is reached.

Arrow-Pratt coefficient of absolute risk aversion

Measure of risk aversion defined as A(w) ≡ −u
′′(w)
u′(w)

, where u(w) is an

agent’s utility function and w is the agent’s wealth.

At market

An order is said to be at market if the specified execution price is close
to the current market price; what exactly “close” means depends on
the particular market.

Bayesian Nash equilibrium

A Bayesian Nash equilibrium specifies, for each player, a strategy pro-
file and beliefs about the characteristics of the other players that max-
imizes the player’s expected payoff given their beliefs about the other
players’ characteristics and the strategies they will play.

Common knowledge

A fact F is common knowledge in a population P if every member of
P knows F , every member of P knows that every member of P knows
F , . . . , (every member of P knows that)n every member of P knows
F , . . . and so on for all n.
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Concordant beliefs

The beliefs of traders i and j are said to be concordant if Pi (x | y) =
Pj (x | y) ∀ x, y, i.e., traders agree on the conditional distribution of
x.

Constant absolute risk aversion

Property of a utility function whose Arrow-Pratt coefficient does not
depend on wealth, i.e. A′(w) = 0. Risk preference is insensitive to the
absolute level of wealth.

Decreasing absolute risk aversion

Property of a utility function whose Arrow-Pratt coefficient is decreas-
ing in wealth, i.e. A′(w) < 0. An increase in wealth reduces absolute
risk aversion.

Depth

See the entry under Liquidity.

Double auction

An auction where potential buyers submit their demand schedules and
potential sellers simultaneously submit their supply schedules to an
auctioneer, who then matches buyers and sellers according to pre-set
rules. If traders can submit orders asynchronously, and orders are
matched continuously, it is a continuous double auction.

Favorite-longshot bias

Empirically observed phenomenon where bettors undervalue the most
probable events (‘favorites’) while overvaluing more improbable events
(‘longshots’).

Incentive compatible

A scoring rule is said to be incentive compatible if an agent maximizes
her expected payoff by reporting her true beliefs.

Increasing absolute risk aversion

Property of a utility function whose Arrow-Pratt coefficient is increas-
ing in wealth, i.e. A′(w) > 0. An increase in wealth increases absolute
risk aversion.
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Limit order

A limit order is an order to buy (sell) a certain quantity of a security
at no more (no less) than a specific price. The trader has control over
the price at which the trade is executed; however, the order may never
be executed.

Liquidity

The liquidity of a market refers to the speed with which a trade can
be arranged (immediacy) and the size of an order necessary to move
prices by a given amount (depth). If a market is highly liquid, trades
can be arranged quickly and the price impact of trades is negligible.
In my model, the depth of the market is given by λ−1, which measures
the effect on prices of a unit change in order flow. See Harris (2003)
for details.

Market maker

Trader who quotes both bid and ask prices for an asset and stands
ready to trade with anyone at those prices. A competitive market
maker operates with zero profits.

Market microstructure model

A market model where the trading mechanism, the rules that govern
it, and the price formation process are made explicit.

Market order

A market order is a buy or sell order to be executed immediately at
current market prices. A market order guarantees execution but may
execute at an unfavorable price.

Market thickness

The thickness of a market is the number of effective participants.

Noise trader

A noise trader is any trader who trades for reasons not based on private
information about the future value of an asset.

Opinion pool

An average of scoring rule responses. A linear opinion pool corresponds
to an arithmetic mean while a logarithmic opinion pool corresponds
to a geometric mean.
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Pareto efficiency

An allocation of goods among agents is said to be Pareto efficient if
there does not exist an exchange of goods among any set of agents
that would leave no agent with lower utility while resulting in at least
one agent having higher utility.

Patron

A market patron is an person or organization that establishes or sub-
sidizes a prediction market.

Prediction market

Low volume speculative market for securities whose terminal payoff
is determined (in a fixed manner) by the outcome of a (well-defined)
uncertain event.

Price manipulator

A price manipulator trades so as to move prices toward a specific
target, possibly away from the correct (i.e., informationally efficient)
price. For example, if a manipulator prefers higher prices she may buy
aggressively so as to force prices upwards.

Scoring rule

A function that takes a probability (or a vector of probabilities) as
input and produces as output a number (reward) based on the dif-
ference between the actual outcome and its assigned probability. A
scoring rule is called “proper” if it is incentive compatible. Exam-
ple: Suppose a weather forecaster is tasked to assign probabilities to
the events rain (j = 1) and no − rain (j = 2) for the next n days.

Consider the function SR =
1
n

∑2
j=1

∑n
i=1 (fij − Eij)2 where fij is the

probability the forecaster assigned to the event that j would occur on
day i and Eij takes the value 1 if it rained on day i and 0 otherwise.
Brier (1950) claims that this scoring rule is incentive compatible; Sel-
ten (1998) proves that it is and demonstrates that it has a number of
desirable properties.

Short selling

Selling assets that have been borrowed from a third party (usually for
a fee), with the intention of buying identical assets back at a later date
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and returning them to the lender. The short seller gains (loses) if the
price has declined (risen) between the sale and the repurchase.

Sufficient statistic

A statistic T is said to be sufficient for a parameter θ if the distribution
P (x1, .., xn | T (x1, .., xn)) is not a function of θ.

Utility function

Suppose X is a collection of goods. A function u assigning numerical
values to members of X such that u(x) > u(y) iff x is preferred to y
is called a utility function.

Walrasian auctioneer

A Walrasian auctioneer is a hypothetical price setting agent who has
complete knowledge of the demand/supply schedules of all of the
agents in a market and who uses this information to set a perfect
market clearing price for any number of goods. Implicit in this formu-
lation is an absence of transaction costs.
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